

























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































SWCH1 Store Word from Floating Point

31 26 25 21 20 16 15 0
SWC132
100110 ft base offset
6 5 5 16
SWC1 ft, offset (base) microMIPS

Purpose: Store Word from Floating Point

To store a word from an FPR to memory.

Description: memory [GPR [base] + offset] < FPR[ft]
The low 32-bit word from FPR ft is stored in memory at the location specified by the aligned effective address. The
16-bit signed offset is added to the contents of GPR base to form the effective address.

Restrictions:

Pre-Release 6: An Address Error exception occurs if EffectiveAddress; ( # 0 (not word-aligned).

Release 6 allows hardware to provide address misalignment support in lieu of requiring natural alignment.

Note: The pseudocode is not completely adapted for Release 6 misalignment support as the handling is implementa-
tion dependent.

Operation:

vAddr ¢ sign extend(offset) + GPR[base]
(pAddr, CCA) ¢« AddressTranslation(vAddr, DATA, STORE)

pAddr ¢ pAddrpgrge.1. .3 || (PAddr, , xor (ReverseEndian || 02))
bytesel ¢ vAddr, , xor (BigEndianCPU || 0?)
datadoubleword ¢ ValueFPR(ft, UNINTERPRETED WORD) || o8*Pvtesel

StoreMemory (CCA, WORD, datadoubleword, pAddr, vAddr, DATA)

Exceptions:
Coprocessor Unusable, Reserved Instruction, TLB Refill, TLB Invalid, TLB Modified, Address Error, Watch
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SWC2 Store Word from Coprocessor 2

31 26 25 21 20 16 15 12 11 10 0
POOL32B swc2 | o
001000 it base 1000 0 offset
6 5 5 4 1 11
Format: swc2 rt, offset (base) microMIPS

Purpose: Store Word from Coprocessor 2

To store a word from a COP2 register to memory

Description: memory [GPR [base] + offset] <« CPR[2,rt,0]
The low 32-bit word from COP2 (Coprocessor 2) register It is stored in memory at the location specified by the
aligned effective address. The signed offset is added to the contents of GPR base to form the effective address.

Restrictions:

Pre-Release 6: An Address Error exception occurs if EffectiveAddress;  # 0 (not word-aligned).

Release 6 allows hardware to provide address misalignment support in lieu of requiring natural alignment.

Note: The pseudocode is not completely adapted for Release 6 misalignment support as the handling is implementa-
tion dependent.

Availability and Compatibility

This instruction has been recoded for Release 6.

Operation:

vAddr <« sign extend(offset) + GPR[base]
(pAddr, CCA) <« AddressTranslation(vAddr, DATA, STORE)

pAddr < pAddrpgrze.1. .3 || (pAddr, , xor (ReverseEndian || 07))
bytesel <« vAddr, , xor (BigEndianCPU || 0?)
datadoubleword <« CPRI[2,rt,0]4;3 gspytese1..o || o8*bytesel

StoreMemory (CCA, WORD, datadoubleword, pAddr, vAddr, DATA)

Exceptions:
Coprocessor Unusable, Reserved Instruction, TLB Refill, TLB Invalid, TLB Modified, Address Error, Watch

Programming Notes:

As shown in the instruction drawing above, Release 6 implements an 11-bit offset, whereas all release levels lower
than Release 6 of the MIPS architecture implement a 16-bit offset.
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SYNC

Synchronize Shared Memory

31 26 25 16 15 6 5
POOL32A 0 stype SYNC POOL32AXf
000000 0000000000 P 0110101101 111100
6 5 5 10 6
Format: SYNC (stype = 0 implied) microMIPS
SYNC stype microMIPS

Purpose: Synchronize Shared Memory

To order loads and stores for shared memory.

Release 6 (with Config5g; =10/11) extends SYNC for Global Invalidate instructions (GINVI/GINVT).

Description:

These types of ordering guarantees are available through the SYNC instruction:

*  Completion Barriers

*  Ordering Barriers

Completion Barrier — Simple Description:

The barrier affects only uncached and cached coherent loads and stores.

The specified memory instructions (loads or stores or both) that occur before the SYNC instruction must be
completed before the specified memory instructions after the SYNC are allowed to start.

Loads are completed when the destination register is written. Stores are completed when the stored value is
visible to every other processor in the system.

Completion Barrier — Detailed Description:

Every synchronizable specified memory instruction (loads or stores or both) that occurs in the instruction
stream before the SYNC instruction must be already globally performed before any synchronizable speci-
fied memory instructions that occur after the SYNC are allowed to be performed, with respect to any other
processor or coherent I/O module.

The barrier does not guarantee the order in which instruction fetches are performed.

A stype value of zero will always be defined such that it performs the most complete set of synchronization
operations that are defined.This means stype zero always does a completion barrier that affects both loads
and stores preceding the SYNC instruction and both loads and stores that are subsequent to the SYNC
instruction. Non-zero values of stype may be defined by the architecture or specific implementations to per-
form synchronization behaviors that are less complete than that of stype zero. If an implementation does not
use one of these non-zero values to define a different synchronization behavior, then that non-zero value of
stype must act the same as stype zero completion barrier. This allows software written for an implementation
with a lighter-weight barrier to work on another implementation which only implements the stype zero com-
pletion barrier.

A completion barrier is required, potentially in conjunction with SSNOP (in Release 1 of the Architecture)
or EHB (in Release 2 of the Architecture), to guarantee that memory reference results are visible across
operating mode changes. For example, a completion barrier is required on some implementations on entry to
and exit from Debug Mode to guarantee that memory effects are handled correctly.
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SYNC Synchronize Shared Memory

418

SYNC behavior when the stype field is zero:

* A completion barrier that affects preceding loads and stores and subsequent loads and stores.

Ordering Barrier — Simple Description:
*  The barrier affects only uncached and cached coherent loads and stores.

*  The specified memory instructions (loads or stores or both) that occur before the SYNC instruction must
always be ordered before the specified memory instructions after the SYNC.

*  Memory instructions which are ordered before other memory instructions are processed by the load/store
datapath first before the other memory instructions.

Ordering Barrier — Detailed Description:

*  Every synchronizable specified memory instruction (loads or stores or both) that occurs in the instruction
stream before the SYNC instruction must reach a stage in the load/store datapath after which no instruction
re-ordering is possible before any synchronizable specified memory instruction which occurs after the
SYNC instruction in the instruction stream reaches the same stage in the load/store datapath.

» Ifany memory instruction before the SYNC instruction in program order, generates a memory request to the
external memory and any memory instruction after the SYNC instruction in program order also generates a
memory request to external memory, the memory request belonging to the older instruction must be globally
performed before the time the memory request belonging to the younger instruction is globally performed.

e The barrier does not guarantee the order in which instruction fetches are performed.

As compared to the completion barrier, the ordering barrier is a lighter-weight operation as it does not require the
specified instructions before the SYNC to be already completed. Instead it only requires that those specified instruc-
tions which are subsequent to the SYNC in the instruction stream are never re-ordered for processing ahead of the
specified instructions which are before the SYNC in the instruction stream. This potentially reduces how many cycles
the barrier instruction must stall before it completes.

The Acquire and Release barrier types are used to minimize the memory orderings that must be maintained and still
have software synchronization work.

Implementations that do not use any of the non-zero values of stype to define different barriers, such as ordering bar-
riers, must make those stype values act the same as stype zero.

For the purposes of this description, the CACHE, PREF and PREFX instructions are treated as loads and stores. That
is, these instructions and the memory transactions sourced by these instructions obey the ordering and completion
rules of the SYNC instruction.

If Global Invalidate instructions are supported in Release 6, then SYNC (stype=0x14) acts as a completion barrier to
ensure completion of any preceding GINVI or GINVT operation. This SYNC operation is globalized and only com-
pletes if all preceding GINVI or GINVT operations related to the same program have completed in the system. (Any
references to GINVT also imply GINVGT, available in a virtualized MIPS system. GINVT however will be used
exclusively.)

A system that implements the Global Invalidates also requires that the completion of this SYNC be constrained by

legacy SYNCI operations. Thus SYNC (stype=0x14) can also be used to determine whether preceding (in program
order) SYNCI operations have completed.
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SYNC

Synchronize Shared Memory

The SYNC (stype=0x14) also act as an ordering barrier as described in Table 10.28.

In the typical use cases, a single GINVI is used by itself to invalidate caches and would be followed by a SYNC

(stype=0x14).

In the case of GINVT, multiple GINVT could be used to invalidate multiple TLB mappings, and the SYNC
(stype=0x14) would be used to guaranteed completion of any number of GINVTs preceding it.

Table 10.28 lists the available completion barrier and ordering barriers behaviors that can be specified using the stype

field.

Table 10.28 Encodings of the Bits[10:6] of the SYNC instruction; the SType Field

Olderinstructions
which must reach

Younger
instructions
which must reach

Olderinstructions
which must be

the load/store the load/store globally
ordering point ordering point performed when
before the SYNC only after the the SYNC
instruction SYNC instruction instruction
Code Name completes. completes. completes Compliance
0x0 SYNC Loads, Stores Loads, Stores Loads, Stores Required
or
SYNC 0
0x4 SYNC_WMB Stores Stores Optional
or
SYNC 4
0x10 SYNC MB Loads, Stores Loads, Stores Optional
or
SYNC 16
0x11| SYNC ACQUIRE Loads Loads, Stores Optional
or
SYNC 17
0x12| SYNC _RELEASE Loads, Stores Stores Optional
or
SYNC 18
0x13 SYNC RMB Loads Loads Optional
or
SYNC 19
0x1-0x3, 0x5-0xF Implementation-Spe-
cific and Vendor Spe-
cific Sync Types
0x14 SYNC GINV Loads, Stores Loads, Stores GINVI, GINVT, Release 6 w/
SYNCI Configsg, =10/11
otherwise Reserved
0x15 - Ox1F RESERVED Reserved for MIPS

Technologies for
future extension of
the architecture.
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SYNC Synchronize Shared Memory

420

Terms:

Synchronizable: A load or store instruction is synchronizable if the load or store occurs to a physical location in
shared memory using a virtual location with a memory access type of either uncached or cached coherent. Shared
memory is memory that can be accessed by more than one processor or by a coherent I/O system module.

Performed load: A load instruction is performed when the value returned by the load has been determined. The result
of a load on processor A has been determined with respect to processor or coherent I/O module B when a subsequent
store to the location by B cannot affect the value returned by the load. The store by B must use the same memory
access type as the load.

Performed store: A store instruction is performed when the store is observable. A store on processor A is observable
with respect to processor or coherent I/O module B when a subsequent load of the location by B returns the value
written by the store. The load by B must use the same memory access type as the store.

Globally performed load: A load instruction is globally performed when it is performed with respect to all processors
and coherent I/O modules capable of storing to the location.

Globally performed store: A store instruction is globally performed when it is globally observable. It is globally
observable when it is observable by all processors and /0O modules capable of loading from the location.

Coherent 1/0 module: A coherent I/0O module is an Input/Output system component that performs coherent Direct
Memory Access (DMA). It reads and writes memory independently as though it were a processor doing loads and
stores to locations with a memory access type of cached coherent.

Load/Store Datapath: The portion of the processor which handles the load/store data requests coming from the pro-
cessor pipeline and processes those requests within the cache and memory system hierarchy.

Restrictions:

The effect of SYNC on the global order of loads and stores for memory access types other than uncached and cached
coherent is UNPREDICTABLE.

Operation:

SyncOperation (stype)

Exceptions:

None

Programming Notes:

A processor executing load and store instructions observes the order in which loads and stores using the same mem-
ory access type occur in the instruction stream; this is known as program order.

A parallel program has multiple instruction streams that can execute simultaneously on different processors. In mul-
tiprocessor (MP) systems, the order in which the effects of loads and stores are observed by other processors—the
global order of the loads and store—determines the actions necessary to reliably share data in parallel programs.

When all processors observe the effects of loads and stores in program order, the system is strongly ordered. On such
systems, parallel programs can reliably share data without explicit actions in the programs. For such a system, SYNC
has the same effect as a NOP. Executing SYNC on such a system is not necessary, but neither is it an error.

If a multiprocessor system is not strongly ordered, the effects of load and store instructions executed by one processor
may be observed out of program order by other processors. On such systems, parallel programs must take explicit
actions to reliably share data. At critical points in the program, the effects of loads and stores from an instruction
stream must occur in the same order for all processors. SYNC separates the loads and stores executed on the proces-
sor into two groups, and the effect of all loads and stores in one group is seen by all processors before the effect of
any load or store in the subsequent group. In effect, SYNC causes the system to be strongly ordered for the executing
processor at the instant that the SYNC is executed.
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SYNC Synchronize Shared Memory

Many MIPS-based multiprocessor systems are strongly ordered or have a mode in which they operate as strongly
ordered for at least one memory access type. The MIPS architecture also permits implementation of MP systems that
are not strongly ordered; SYNC enables the reliable use of shared memory on such systems. A parallel program that
does not use SYNC generally does not operate on a system that is not strongly ordered. However, a program that does
use SYNC works on both types of systems. (System-specific documentation describes the actions needed to reliably
share data in parallel programs for that system.)

The behavior of a load or store using one memory access type is UNPREDICTABLE if a load or store was previ-
ously made to the same physical location using a different memory access type. The presence of a SYNC between the
references does not alter this behavior.

SYNC affects the order in which the effects of load and store instructions appear to all processors; it does not gener-
ally affect the physical memory-system ordering or synchronization issues that arise in system programming. The
effect of SYNC on implementation-specific aspects of the cached memory system, such as writeback buffers, is not
defined.

# Processor A (writer)
# Conditions at entry:
# The value 0 has been stored in FLAG and that value is observable by B

SW R1, DATA # change shared DATA value

LI R2, 1

SYNC # Perform DATA store before performing FLAG store
SW R2, FLAG # say that the shared DATA value is valid

# Processor B (reader)

LI R2, 1
1: LW R1, FLAG # Get FLAG

BNE R2, R1, 1B# if it says that DATA is not valid, poll again

NOP

SYNC # FLAG value checked before doing DATA read

LW R1, DATA # Read (valid) shared DATA value

The code fragments above shows how SYNC can be used to coordinate the use of shared data between separate writer
and reader instruction streams in a multiprocessor environment. The FLAG location is used by the instruction streams
to determine whether the shared data item DATA is valid. The SYNC executed by processor A forces the store of
DATA to be performed globally before the store to FLAG is performed. The SYNC executed by processor B ensures
that DATA is not read until after the FLAG value indicates that the shared data is valid.
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SYNCI Synchronize Caches to Make Instruction Writes Effective
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POOL321 SYNCI b et
010000 01100 ¢ otise
6 5 5 16
Format: SYNCI offset (base) microMIPS

Purpose: Synchronize Caches to Make Instruction Writes Effective

To synchronize all caches to make instruction writes effective.

Description:

This instruction is used after a new instruction stream is written to make the new instructions effective relative to an
instruction fetch, when used in conjunction with the SYNC and JALR.HB, JR.HB, or ERET instructions, as
described below. Unlike the CACHE instruction, the SYNCI instruction is available in all operating modes in an
implementation of Release 2 of the architecture.

The 16-bit offset is sign-extended and added to the contents of the base register to form an effective address. The
effective address is used to address the cache line in all caches which may need to be synchronized with the write of
the new instructions. The operation occurs only on the cache line which may contain the effective address. One
SYNCT instruction is required for every cache line that was written. See the Programming Notes below.

A TLB Refill and TLB Invalid (both with cause code equal TLBL) exception can occur as a by product of this
instruction. This instruction never causes TLB Modified exceptions nor TLB Refill exceptions with a cause code of
TLBS. This instruction never causes Execute-Inhibit nor Read-Inhibit exceptions.

A Cache Error exception may occur as a by product of this instruction. For example, if a writeback operation detects
a cache or bus error during the processing of the operation, that error is reported via a Cache Error exception. Simi-
larly, a Bus Error Exception may occur if a bus operation invoked by this instruction is terminated in an error.

An Address Error Exception (with cause code equal AdEL) may occur if the effective address references a portion of
the kernel address space which would normally result in such an exception. It is implementation dependent whether
such an exception does occur.

It is implementation dependent whether a data watch is triggered by a SYNCI instruction whose address matches the
Watch register address match conditions.

Restrictions:

The operation of the processor is UNPREDICTABLE if the effective address references any instruction cache line
that contains instructions to be executed between the SYNCI and the subsequent JALR.HB, JR.HB, or ERET instruc-
tion required to clear the instruction hazard.

The SYNCI instruction has no effect on cache lines that were previously locked with the CACHE instruction. If cor-
rect software operation depends on the state of a locked line, the CACHE instruction must be used to synchronize the
caches.

Full visibility of the new instruction stream requires execution of a subsequent SYNC instruction, followed by a
JALR.HB, JR.HB, DERET, or ERET instruction. The operation of the processor is UNPREDICTABLE if this
sequence is not followed.

SYNCI globalization:

The SYNCI instruction acts on the current processor at a minimum. Implementations are required to affect caches
outside the current processor to perform the operation on the current processor (as might be the case if multiple pro-
cessors share an L2 or L3 cache).

In multiprocessor implementations where instruction caches are coherently maintained by hardware, the SYNCI
instruction should behave as a NOP instruction.
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SYNCI Synchronize Caches to Make Instruction Writes Effective

In multiprocessor implementations where instruction caches are not coherently maintained by hardware, the SYNCI
instruction may optionally affect all coherent icaches within the system. If the effective address uses a coherent
Cacheability and Coherency Attribute (CCA), then the operation may be globalized, meaning it is broadcast to all of
the coherent instruction caches within the system. If the effective address does not use one of the coherent CCAs,
there is no broadcast of the SYNCI operation. If multiple levels of caches are to be affected by one SYNCI instruc-
tion, all of the affected cache levels must be processed in the same manner - either all affected cache levels use the
globalized behavior or all affected cache levels use the non-globalized behavior.

Pre-Release 6: Portable software could not rely on the optional globalization of SYNCI. Strictly portable software
without implementation specific awareness could only rely on expensive “instruction cache shootdown” using inter-
processor interrupts.

Release 6: SYNCI globalization is required. Compliant implementations must globalize SYNCI, and portable soft-
ware can rely on this behavior.
Availability and Compatibility

This instruction has been recoded for Release 6.

Operation:
vaddr ¢ GPR[base] + sign_extend(offset)
SynchronizeCacheLines (vaddr) /* Operate on all caches */
Exceptions:

Reserved Instruction exception (Release 1 implementations only)
TLB Refill Exception

TLB Invalid Exception

Address Error Exception

Cache Error Exception

Bus Error Exception

Programming Notes:

When the instruction stream is written, the SYNCI instruction should be used in conjunction with other instructions
to make the newly-written instructions effective. The following example shows a routine which can be called after the
new instruction stream is written to make those changes effective. The SYNCI instruction could be replaced with the
corresponding sequence of CACHE instructions (when access to Coprocessor 0 is available), and that the JR.HB
instruction could be replaced with JALR.HB, ERET, or DERET instructions, as appropriate. A SYNC instruction is
required between the final SYNCI instruction in the loop and the instruction that clears instruction hazards.

/*
* This routine makes changes to the instruction stream effective to the
* hardware. It should be called after the instruction stream is written.
* On return, the new instructions are effective.
*
* Inputs:
* a0 = Start address of new instruction stream
* al = Size, in bytes, of new instruction stream
*/
beq al, zero, 20f /* If size==0, */
nop /* branch around */
addu al, a0, al /* Calculate end address + 1 */

/* (daddu for 64-bit addressing) */
rdhwr vO0, HW SYNCI Step /* Get step size for SYNCI from new */
/* Release 2 instruction */
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beqg v0, zero, 20f /* If no caches require synchronization, */
nop /* branch around */
10: synci 0(a0) /* Synchronize all caches around address */
addu a0, a0, vO /* Add step size in delay slot */
/* (daddu for 64-bit addressing) */
sltu v1, a0, al /* Compare current with end address */
bne v1l, zero, 10b /* Branch if more to do */
nop /* branch around */
sync /* Clear memory hazards */
20: jr.hb ra /* Return, clearing instruction hazards */
nop
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SYSCALL System Call

31 26 25 16 15 6 5 0
POOL32A q SYSCALL POOL32AXF
000000 code 1000101101 111100
6 10 10 6
Format: syscaLL microMIPS

Purpose: System Call

To cause a System Call exception.

Description:
A system call exception occurs, immediately and unconditionally transferring control to the exception handler.

The code field is available for use as software parameters, but may be retrieved by the exception handler by loading
the contents of the memory word containing the instruction. Alternatively, if CPO BadlInstr is implemented, the code
field may be obtained from BadlInstr.

Restrictions:

None

Operation:

SignalException (SystemCall)

Exceptions:

System Call
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TEQ Trap if Equal

31 26 25 21 20 16 15 12 11 6 5 0
POOL32A rt . q TEQ POOL32AXf
000000 s code 000000 111100
6 5 5 4 6 6
Format: TEQ rs, rt microMIPS

Purpose: Trap if Equal

To compare GPRs and do a conditional trap.

Description: if GPR[rs] = GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as signed integers. If GPR rs is equal to GPR rt, then take a Trap excep-
tion.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, system software may load the instruction word from memory. Alternatively, if CPO
Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None

Operation:

if GPR[rs] = GPR[rt] then
SignalException (Trap)
endif

Exceptions:

Trap
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TGE Trap if Greater or Equal
31 26 25 21 20 16 15 12 11 6 5
POOL32A d TGE POOL32AXf
000000 s code 001000 111100
6 5 4 6 6
Format: TGE rs, microMIPS

Purpose: Trap if Greater or Equal

To compare GPRs and do a conditional trap.

Description: if GPR[rs] > GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as signed integers. If GPR rs is greater than or equal to GPR rt, then take
a Trap exception.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, the system software may load the instruction word from memory. Alternatively, if CPO

Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None

Operation:

if GPR|[rs]

> GPR([rt]

then

SignalException (Trap)

endif

Exceptions:

Trap
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TGEU Trap if Greater or Equal Unsigned

31 26 25 21 20 16 15 12 11 6 5 0
POOL32A ; q TGEU POOL32AXf
000000 s code 010000 111100
6 5 5 4 6 6
Format: TGEU rs, rt microMIPS

Purpose: Trap if Greater or Equal Unsigned

To compare GPRs and do a conditional trap.

Description: if GPR[rs] > GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as unsigned integers. If GPR rs is greater than or equal to GPR rt, then
take a Trap exception.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, the system software may load the instruction word from memory. Alternatively, if CPO
Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None
Operation:
if (0 || GPRIrs]) = (0 || GPR[rt]) then
SignalException (Trap)
endif
Exceptions:
Trap
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TLBINV TLB Invalidate

430

31 26 25 16 15 6 5 0
POOL32A TLBINV POOL32Axf
000000 0000000000 0100001101 111100
6 10 10 6
Format: TLBINV microMIPS

Purpose: TLB Invalidate

TLBINV invalidates a set of TLB entries based on ASID and Index match. The virtual address is ignored in the entry
match. TLB entries which have their G bit set to 1 are not modified.

Implementation of the TLBINV instruction is optional. The implementation of this instruction is indicated by the IE
field in Config4.

Support for TLBINV is recommend for implementations supporting VTLB/FTLB type of MMU.

Implementation of EntryHIgny field is required for implementation of TLBINV instruction.

Description:

On execution of the TLBINV instruction, the set of TLB entries with matching ASID are marked invalid, excluding
those TLB entries which have their G bit set to 1.

The EntryHIagp field has to be set to the appropriate ASID value before executing the TLBINV instruction.

Behavior of the TLBINV instruction applies to all applicable TLB entries and is unaffected by the setting of the Wired
register.

*  For JTLB-based MMU (Configyt=1):

All matching entries in the JTLB are invalidated. The Index register is unused.

*  For VTLB/FTLB -based MMU (Configy1=4):

If TLB invalidate walk is implemented in software (Config4g=2), then software must do these steps to flush the
entire MMU:

1. one TLBINV instruction is executed with an index in VTLB range (invalidates all matching VTLB entries)
2. aTLBINV instruction is executed for each FTLB set (invalidates all matching entries in FTLB set)

If TLB invalidate walk is implemented in hardware (Config4;=3), then software must do these steps to flush the
entire MMU:

1. one TLBINV instruction is executed (invalidates all matching entries in both FTLB & VTLB). In this case,
Index is unused.

Restrictions:

When Config4y,t = 4 and Config4,g = 2, the operation is UNDEFINED if the contents of the Index register are
greater than or equal to the number of available TLB entries.

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Availability and Compatibility:

Implementation of the TLBINV instruction is optional. The implementation of this instruction is indicated by the IE
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field in Config4.

Implementation of EntryHIgny field is required for implementation of TLBINV instruction.

TLB Invalidate

Pre-Release 6, support for TLBINV is recommended for implementations supporting VTLB/FTLB type of MMU.
Release 6 (and subsequent releases) support for TLBINV is required for implementations supporting VTLB/FTLB

type of MMU.

Release 6: On processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configyt =

2 or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:

if ( Configyr=1 or (Configyr=4 & Config4;g=2 & Index < VTLBsize() ))

startnum < 0
endnum €< VTLBsize() - 1
endif
// treating VTLB and FTLB as one array
if (Configyr=4 & Config4;gp=2 & Index >VTLBsize(); )

startnum ¢ start of selected FTLB set // implementation specific
endnum < end of selected FTLB set - 1 //implementation specifc

endif

if (Configyr=4 & Config4;g=3))
startnum < 0

endnum < VTLBsize() + FTLBsize() - 1;
endif
for (i = startnum to endnum)
if (TLB[i]lagrp = EntryHipgrp & TLB[i]lg = 0)
TLB[ilypn2 invalia < 1
endif
endfor
function VTLBsize
SizeExt = ArchRev () > 6 ?  Configéyripgizerxt
Configédywygxtper == 3 Configdyrrpsizenxt
Config4ymygxtper == 1 ?  Config4ywysizerxt
0
return 1 + ( (SizeExt << 6) | Configl.MMUSize ) ;
endfunction
function FTLBsize
if ( Configlyr == 4 ) then
return ( Config4prippays + 2 ) * (1 << CO_Configédpripgers )i
else
return 0;
endif
endfunction
Exceptions:
Coprocessor Unusable,
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TLBINVF TLB Invalidate Flush

31 26 25 16 15 6 5 0
POOL32A TLBINV POOL32Axf
000000 0000000000 0101001101 111100
6 10 10 6
Format: TLBINVF microMIPS

Purpose: TLB Invalidate Flush

TLBINVF invalidates a set of TLB entries based on Index match. The virtual address and ASID are ignored in the
entry match.

Implementation of the TLBINVF instruction is optional. The implementation of this instruction is indicated by the IE
field in Config4.

Support for TLBINVF is recommend for implementations supporting VTLB/FTLB type of MMU.
Implementation of the EntryHIgpyny field is required for implementation of TLBINV and TLBINVF instructions.

Description:
On execution of the TLBINVF instruction, all entries within range of Index are invalidated.

Behavior of the TLBINVF instruction applies to all applicable TLB entries and is unaffected by the setting of the
Wired register.

*  For JTLB-based MMU (Configyt=1):

TLBINVF causes all entries in the JTLB to be invalidated. Index is unused.
*  For VTLB/FTLB-based MMU (Configy1=4):

If TLB invalidate walk is implemented in your software (Config4,g=2), then your software must do these steps to
flush the entire MMU:

1. one TLBINVF instruction is executed with an index in VTLB range (invalidates all VTLB entries)
2. a TLBINVF instruction is executed for each FTLB set (invalidates all entries in FTLB set)

If TLB invalidate walk is implemented in hardware (Config4;g=3), then software must do these steps to flush the
entire MMU:

1. one TLBINVF instruction is executed (invalidates all entries in both FTLB & VTLB). In this case, Index is
unused.

Restrictions:

When Configy,7=4 and Config;g=2, the operation is UNDEFINED if the contents of the Index register are greater than
or equal to the number of available TLB entries.

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.
Availability and Compatibility:

Implementation of the TLBINVF instruction is optional. The implementation of this instruction is indicated by the IE
field in Config4.

Implementation of EntryHIgyy field is required for implementation of TLBINVF instruction.
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Pre-Release 6, support for TLBINVF is recommended for implementations supporting VTLB/FTLB type of MMU.
Release 6 (and subsequent releases) support for TLBINV is required for implementations supporting VTLB/FTLB

type of MMU.

Release 6: On processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configyt =

2 or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:

if ( Configyr=1 or (Configyr=4 & Config4:p=2 & Index < VTLBsize() ))
startnum < 0
endnum ¢« VTLBsize() - 1
endif
// treating VTLB and FTLB as one array
if (Configyr=4 & Config4;g=2 & Index >VTLBsize(); )
startnum < start of selected FTLB set // implementation specific
endnum < end of selected FTLB set - 1 //implementation specifc
endif

if (Configyr=4 & Config4;g=3))
startnum < 0

endnum ¢« TLBsize() + FTLBsize() - 1;
endif
for (i = startnum to endnum)
TLB[i]VPNZ_invalid <1
endfor
function VTLBsize
SizeExt = ArchRev() > 6 ?  Config4yrrpsizerxt
Configé4yvuextper == 3 ?  Config4yrrpsizemxt
Config4ymygxtper == 1 ?  Configdyuyysizerxt
0
return 1 + ( (SizeExt << 6) | Configl.MMUSize ) ;
endfunction
function FTLBsize
if ( Configlyy == ) then
return ( Configéprrpyays + 2 ) * ( 1 << CO_Configédpripgers )i
else
return O;
endif
endfunction
Exceptions:

Coprocessor Unusable,
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TLBP Probe TLB for Matching Entry
31 26 25 16 15
POOL32A 0 TLBP POOL32AXf
000000 0000000000 0000001101 111100
6 10 10 6
Format: TLBP microMIPS

Purpose: Probe TLB for Matching Entry

To find a matching entry in the TLB.

Description:

The Index register is loaded with the address of the TLB entry whose contents match the contents of the EntryHi reg-
ister. If no TLB entry matches, the high-order bit of the Index register is set.

* InRelease | of the Architecture, it is implementation dependent whether multiple TLB matches are detected on a
TLBP. However, implementations are strongly encouraged to report multiple TLB matches only on a TLB write.

* InRelease 2 of the Architecture, multiple TLB matches may only be reported on a TLB write.

* InRelease 3 of the Architecture, multiple TLB matches may be reported on either TLB write or TLB probe.

Restrictions:

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Release 6: Processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configyt = 2

or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:
Index ¢ 1 || UNPREDICTABLE>!
for i in 00 ... TLBEntries-1
if ((TLB[ilypyy, and not (TLBI[ilyagx)) =
(EntryHiypy, and not (TLB[ilyggk))) and
(TLB[i]z = EntryHiy) and
((TLB[ilg = 1) or (TLB[ilagrp = EntryHipgrp)) then
Index < i
endif
endfor
Exceptions:

Coprocessor Unusable, Machine Check
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TLBR Read Indexed TLB Entry
31 26 25 16 15 6 5 0
POOL32A 0 TLBR POOL32AXf
000000 0000000000 0001001101 111100
6 10 10 6
Format: TLBR microMIPS

436

Purpose: Read Indexed TLB Entry
To read an entry from the TLB.

Description:

The EntryHi, EntryLoO, EntryLol, and PageMask registers are loaded with the contents of the TLB entry pointed
to by the Index register.

* InRelease | of the Architecture, it is implementation dependent whether multiple TLB matches are detected on a
TLBR. However, implementations are strongly encouraged to report multiple TLB matches only on a TLB write.

* InRelease 2 of the Architecture, multiple TLB matches may only be reported on a TLB write.

* InRelease 3 of the Architecture, multiple TLB matches may be detected on a TLBR.

In an implementation supporting TLB entry invalidation (Config4,g > 1), reading an invalidated TLB entry causes
EntryLoO and EntryLol to be set to 0, EntryHigny to be set to 1, all other EntryHi bits to be set to 0, and
PageMask to be set to a value representing the minimum supported page size..

The value written to the EntryHi, EntryLoO, and EntryLo1 registers may be different from the original written value
to the TLB via these registers in that:

*  The value returned in the VPN2 field of the EntryHi register may have those bits set to zero corresponding to the
one bits in the Mask field of the TLB entry (the least-significant bit of VPN2 corresponds to the least-significant
bit of the Mask field). It is implementation dependent whether these bits are preserved or zeroed after a TLB
entry is written and then read.

e The value returned in the PFN field of the EntryLoO and EntryLo1 registers may have those bits set to zero cor-
responding to the one bits in the Mask field of the TLB entry (the least significant bit of PFN corresponds to the
least significant bit of the Mask field). It is implementation dependent whether these bits are preserved or zeroed
after a TLB entry is written and then read.

*  The value returned in the G bit in both the EntryLoO and EntryLol registers comes from the single G bit in the
TLB entry. Recall that this bit was set from the logical AND of the two G bits in EntryLoO and EntryLol when
the TLB was written.

Restrictions:

The operation is UNDEFINED if the contents of the Index register are greater than or equal to the number of TLB
entries in the processor.

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Release 6: Processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configy = 2
or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:

i ¢« Index

if i > (TLBEntries - 1) then
UNDEFINED

endif
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if ( (Config4:g >1) and TLBI[ilypys invalig = 1) then
Pagemasky,x € 0 // or value representing minimum page size
EntryHi < 0
EntryLol < 0
EntryLo0 ¢« 0
EntryHiggyy € 1

else
PageMasky,sx < TLBI[1i]yack
EntryHi < TLB[i]gp || 0%l ||
(TLB [1]ypyz @nd not TLB[ily.gx) || # Masking implem dependent
0% || TLBIilasip
EntryLol ¢ 0F+tl ||
(TLB[1] ppyp @nd not TLB[ily.sx) || # Masking mplem dependent
TLB[iley || TLBIilp; || TLBIily; || TLBIilg
EntryLo0 < 0Fil ||
(TLB [i] ppyo and not TLB[ilysex) || # Masking mplem dependent
TLB[ileo || TLBIilpg || TLBIilye || TLBIilg
endif
Exceptions:

Coprocessor Unusable, Machine Check
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31 26 25 16 15 6 5 0
POOL32A TLBWI POOL32Axf
000000 0000000000 0010001101 111100
6 10 10 6
Format: TLBWI microMIPS

Purpose: Write Indexed TLB Entry

To write or invalidate a TLB entry indexed by the Index register.

Description:

If Config4|E ==(or EntryHiEH|NV=01

The TLB entry pointed to by the Index register is written from the contents of the EntryHi, EntryLoO, EntryLo1,
and PageMask registers. It is implementation dependent whether multiple TLB matches are detected on a
TLBWI. In such an instance, a Machine Check Exception is signaled.

In Release 2 of the Architecture, multiple TLB matches may only be reported on a TLB write. The information
written to the TLB entry may be different from that in the EntryHi, EntryLoO, and EntryLo1 registers, in that:

*  The value written to the VPN2 field of the TLB entry may have those bits set to zero corresponding to the
one bits in the Mask field of the PageMask register (the least significant bit of VPN2 corresponds to the
least significant bit of the Mask field). It is implementation dependent whether these bits are preserved or
zeroed during a TLB write.

*  The value written to the PFNO and PFN1 fields of the TLB entry may have those bits set to zero correspond-
ing to the one bits in the Mask field of PageMask register (the least significant bit of PFN corresponds to
the least significant bit of the Mask field). It is implementation dependent whether these bits are preserved or
zeroed during a TLB write.

*  The single G bit in the TLB entry is set from the logical AND of the G bits in the EntryLoO and EntryLol
registers.

If Config4ig > 1 and EntryHigyny = 1:

The TLB entry pointed to by the Index register has its VPN2 field marked as invalid. This causes the entry to be
ignored on TLB matches for memory accesses. No Machine Check is generated.

Restrictions:

The operation is UNDEFINED if the contents of the Index register are greater than or equal to the number of TLB
entries in the processor.

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Release 6: Processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configyt = 2
or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:

i ¢« Index

if (Config4;g = 1) then
TLB[ilypnz_invalia € O

if ( EntryHIgyyy=1 ) then
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TLB[1ilyenz invalia < 1
break

endif
endif
TLB[ilyasx € PageMasky,gx
TLB[i]ly ¢ EntryHip
TLB [1]ypye, € EntryHiypy, and not PageMasky,g, # Implementation dependent
TLB[i] pqrp € EntryHipgrp
TLB[i]g < EntryLolg and EntryLoOg
TLB[ilppy; € EntryLolppy and not PageMasky,q # Implementation dependent
TLB[i]ls; ¢ EntryLolg
TLB[i]p; € Entrylolp
TLB[i]y; ¢ EntryLoly
TLB[i] ppyo € EntryLoOppy and not PageMasky,q # Implementation dependent
TLB[i]l ¢y ¢ EntryLoOq
TLB[ilpy, ¢ EntryLoOp
TLB[ily, < EntryLoOy

Exceptions:

Coprocessor Unusable, Machine Check
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TLBWR Write Random TLB Entry
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31 26 25 16 15 6 5 0
POOL32A TLBWR POOL32Axf
000000 0000000000 0011001101 111100
6 10 10 6
Format: TLBWR microMIPS

Purpose: Write Random TLB Entry

To write a TLB entry indexed by the Random register, or, in Release 6, write a TLB entry indexed by an implemen-
tation-defined location.

Description:

The TLB entry pointed to by the Random register is written from the contents of the EntryHi, EntryLoO, EntryLol,
and PageMask registers. It is implementation dependent whether multiple TLB matches are detected on a TLBWR.
In such an instance, a Machine Check Exception is signaled.

In Release 6, the Random register has been removed. References to Random refer to an implementation-determined
value that is not visible to software.

In Release 2 of the Architecture, multiple TLB matches may only be reported on a TLB write. The information writ-
ten to the TLB entry may be different from that in the EntryHi, EntryLoO, and EntryLo1 registers, in that:

*  The value written to the VPN2 field of the TLB entry may have those bits set to zero corresponding to the one
bits in the Mask field of the PageMask register (the least significant bit of VPN2 corresponds to the least signif-
icant bit of the Mask field). It is implementation dependent whether these bits are preserved or zeroed during a
TLB write.

e The value written to the PFNO and PFN1 fields of the TLB entry may have those bits set to zero corresponding to
the one bits in the Mask field of PageMask register (the least significant bit of PFN corresponds to the least sig-
nificant bit of the Mask field). It is implementation dependent whether these bits are preserved or zeroed during a
TLB write.

*  The single G bit in the TLB entry is set from the logical AND of the G bits in the EntryLoO and EntryLo1 regis-
ters.

Restrictions:
If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Release 6: Processors that include a Block Address Translation (BAT) or Fixed Mapping (FM) MMU (Configyt = 2
or 3), the operation of this instruction causes a Reserved Instruction exception (RI).

Operation:

i < Random

if (Config4:g = 1) then
TLB[i]VPNZfinvalid <0
endif

TLB[ilyagx € PageMasky,qx

TLB[i]g < EntryHig

TLB[i]lypyz € EntryHiypy, and not PageMasky,qr # Implementation dependent

TLB[i]laqrp € EntryHiagp

TLB[i]lg ¢ EntryLolg and EntryLoOgq

TLB[i]lppy; ¢ EntryLolppy and not PageMasky,¢ # Implementation dependent

TLB[i]c; ¢ EntryLolg

TLB[i]lp; ¢ EntryLolp

TLB[i]y; < EntryLoly
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TLB [1] ppyg € EntryLoOppy and not PageMaskysgqr # Implementation dependent
TLB[i]l ¢y ¢ EntryLoOq
TLB[ilpy, ¢ EntryLoOp
TLB[ily, ¢ EntryLoOy
Exceptions:

Coprocessor Unusable, Machine Check
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TLT Trap if Less Than

31 26 25 21 20 16 15 12 11 6 5 0
POOL32A ; q TLT POOL32AXF
000000 s code 100000 111100
6 5 5 4 6 6
Format: TLT rs, rt microMIPS

Purpose: Trap if Less Than

To compare GPRs and do a conditional trap.

Description: if GPR[rs] < GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as signed integers. If GPR rs is less than GPR rt, then take a Trap excep-
tion.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, system software must load the instruction word from memory. Alternatively, if CPO
Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None

Operation:

if GPR[rs] < GPR[rt] then
SignalException (Trap)
endif

Exceptions:

Trap
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TLTU Trap if Less Than Unsigned
31 26 25 21 20 16 15 12 11
POOL32A d TLTU POOL32AXf
000000 s code 101000 111100
6 5 4 6 6
Format: TLTU rs, microMIPS

Purpose: Trap if Less Than Unsigned

To compare GPRs and do a conditional trap.

Description: if GPR[rs] < GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as unsigned integers. If GPR rs is less than GPR rt, then take a Trap

exception.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, system software must load the instruction word from memory. Alternatively, if CPO

Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None
Operation:
if (0 || GPRIrs]) < (0 || GPR[rt]) then
SignalException (Trap)
endif
Exceptions:
Trap
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TNE Trap if Not Equal

31 26 25 21 20 16 15 12 11 6 5 0
POOL32A ; q TNE POOL32AXf
000000 s code 110000 111100
6 5 5 4 6 6
Format: TNE rs, rt microMIPS

Purpose: Trap if Not Equal

To compare GPRs and do a conditional trap.

Description: if GPR[rs] # GPR[rt] then Trap

Compare the contents of GPR rs and GPR rt as signed integers. If GPR rs is not equal to GPR rt, then take a Trap
exception.

The contents of the code field are ignored by hardware and may be used to encode information for system software.
To retrieve the information, system software must load the instruction word from memory. Alternatively, if CPO
Badlnstr is implemented, the code field may be obtained from BadlInstr.

Restrictions:

None

Operation:

if GPR[rs] # GPR[rt] then
SignalException (Trap)
endif

Exceptions:

Trap
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TRUNC.L.fmt Floating Point Truncate to Long Fixed Point

31 26 25 22 21 20 16 15 14 13 6 5 0
POOL32F ft f 0 | fnt TRUNC.L POOL32FXf
010101 s 10001100 111011

6 5 5 1 1 8 6

Format: TRUNC.L.fmt
TRUNC.L.S ft, fs microMIPS
TRUNC.L.D ft, fs microMIPS

Purpose: Floating Point Truncate to Long Fixed Point

To convert an FP value to 64-bit fixed point, rounding toward zero.

Description: FPR[ft] < convert and round (FPR[fs])

The value in FPR fs, in format fmt, is converted to a value in 64-bit long-fixed point format and rounded toward zero
(rounding mode 1). The result is placed in FPR ft.

When the source value is Infinity, NaN, or rounds to an integer outside the range 293 t0 293-1, the result cannot be
represented correctly and an IEEE Invalid Operation condition exists. In this case the Invalid Operation flag is set in
the FCSR. If the Invalid Operation Enable bit is set in the FCSR, no result is written to ft and an Invalid Operation
exception is taken immediately. Otherwise, a default result is written to ft. On cores with FCSRyan2008=0, the default

result is 26°~1. On cores with FCSRyano005=1 the default result is:
* 0 when the input value is NaN

« 291 when the input value is +00 or rounds to a number larger than 2631

« 2951 when the input value is —00 or rounds to a number smaller than 291

Restrictions:

The fields fs and ft must specify valid FPRs: fs for type fmt and fd for long fixed point. If the fields are not valid, the
result is UNPREDICTABLE.

The operand must be a value in format fmt; if it is not, the result is UNPREDICTABLE and the value of the operand
FPR becomes UNPREDICTABLE.

The result of this instruction is UNPREDICTABLE if the processor is executing in the FR=0 32-bit FPU register
model; it is predictable if executing on a 64-bit FPU in the FR=1 mode, but not with FR=0, and not on a 32-bit FPU.

Operation:

StoreFPR (ft, L, ConvertFmt (ValueFPR(fs, fmt), fmt, L))

Exceptions:

Coprocessor Unusable, Reserved Instruction

Floating Point Exceptions:

Unimplemented Operation, Invalid Operation, Inexact
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TRUNC.W.fmt Floating Point Truncate to Word Fixed Point
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26 25 22 21 20 16 15 14 13 6 5 0
POOL32F fi f 0 fm TRUNC.W POOL32FXf
010101 s t 10101100 111011
6 5 5 1 1 8 6

Format: TRUNC.W.fmt
TRUNC.W.S ft, fs microMIPS
TRUNC.W.D ft, fs microMIPS
Purpose: Floating Point Truncate to Word Fixed Point

To convert an FP value to 32-bit fixed point, rounding toward zero.

Description: FPR[ft] < convert and round (FPR[fs])

The value in FPR fs, in format fmt, is converted to a value in 32-bit word fixed point format using rounding toward
zero (rounding mode 1). The result is placed in FPR ft.

When the source value is Infinity, NaN, or rounds to an integer outside the range 230 231-1, the result cannot be
represented correctly and an IEEE Invalid Operation condition exists. In this case the Invalid Operation flag is set in
the FCSR. If the Invalid Operation Enable bit is set in the FCSR, no result is written to ft and an Invalid Operation
exception is taken immediately. Otherwise, a default result is written to ft. On cores with FCSRyan200s=0, the default

result is 23'—1. On cores with FCSRyano005=1 the default result is:

* 0 when the input value is NaN

« 231 when the input value is +00 or rounds to a number larger than 231

« 2311 when the input value is —00 or rounds to a number smaller than 23

Restrictions:

The fields fs and ft must specify valid FPRs: fs for type fmt and fd for word fixed point. If the fields are not valid, the
result is UNPREDICTABLE.

The operand must be a value in format fmt; if it is not, the result is UNPREDICTABLE and the value of the operand
FPR becomes UNPREDICTABLE.

Operation:

StoreFPR (ft, W, ConvertFmt (ValueFPR(fsg, fmt), fmt, W))

Exceptions:

Coprocessor Unusable, Reserved Instruction

Floating Point Exceptions:

Inexact, Invalid Operation, Unimplemented Operation
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WAIT Enter Standby Mode

31 26 25 16 15 6 5 0
POOL32A Imol tation-d dent cod WAIT POOL32AXS
000000 mplémentation-acpendent coae 1001001101 111100
6 10 10 6
Format: waIT microMIPS

Purpose: Enter Standby Mode
Wait for Event

Description:

The WAIT instruction performs an implementation-dependent operation, involving a lower power mode. Software
may use the code bits of the instruction to communicate additional information to the processor. The processor may
use this information as control for the lower power mode. A value of zero for code bits is the default and must be
valid in all implementations.

The WAIT instruction is implemented by stalling the pipeline at the completion of the instruction and entering a
lower power mode. The pipeline is restarted when an external event, such as an interrupt or external request occurs,
and execution continues with the instruction following the WAIT instruction. It is implementation-dependent whether
the pipeline restarts when a non-enabled interrupt is requested. In this case, software must poll for the cause of the
restart. The assertion of any reset or NMI must restart the pipeline and the corresponding exception must be taken.

If the pipeline restarts as the result of an enabled interrupt, that interrupt is taken between the WAIT instruction and
the following instruction (EPC for the interrupt points at the instruction following the WAIT instruction).

In Release 6, the behavior of WAIT has been modified to make it a requirement that a processor that has disabled
operation as a result of executing a WAIT will resume operation on arrival of an interrupt even if interrupts are not
enabled.

In Release 6, the encoding of WAIT with bits 25:16 of the opcode set to 0 will never disable CPO Count on an active
WALIT instruction. In particular, this modification has been added to architecturally specify that CPO Count is not dis-
abled on execution of WAIT with default code of 0. Prior to Release 6, whether Count is disabled was implementa-
tion-dependent. In the future, other encodings of WAIT may be defined which specify other forms of power-saving or
stand-by modes. If not implemented, then such unimplemented encodings must default to WAIT 0.

Restrictions:

Pre-Release 6: The operation of the processor is UNDEFINED if a WAIT instruction is executed in the delay slot of
a branch or jump instruction.

Release 6: Implementations are required to signal a Reserved Instruction exception if WAIT is encountered in the
delay slot or forbidden slot of a branch or jump instruction.

If access to Coprocessor 0 is not enabled, a Coprocessor Unusable Exception is signaled.

Operation:

Pre-Release 6:
I: Enter implementation dependent lower power mode
I+1l:/* Potential interrupt taken here */

Release 6:
I: if IsCoprocessorEnabled(0) then
while ( !interrupt pending and not masked out() &&
limplementation dependent wake event () )
< enter or remain in low power mode or stand-by mode>
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WAIT Enter Standby Mode

else
SignalException (CoprocessorUnusable, 0)
endif
I+1l: if ( interrupt pending() && interrupts enabled() ) then
EPC < PC + 4
< process interrupt; execute ERET eventually >
else
// unblock on non-enabled interrupt or imp dep wake event.
PC < PC + 4
< continue execution at instruction after wait >
endif

function interrupt pending and not masked out
return (Config3ygrc && IntCtlyg && Causery && !Statusggy)
? Causegipr, > Statusyp;, : Causerp & Statusqpy;
endfunction

function interrupts enabled
return Statusip && !Statusgy;, && !Statusgg; && !Debugpy;
endfunction

function implementation dependent wake event
<return true if implementation dependent waking-up event occurss>

endfunction

Exceptions:

Coprocessor Unusable Exception
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WRPGPR Write to GPR in Previous Shadow Set
31 26 25 21 20 16 15
POOL32A " - WRPGPR POOL32AXf
000000 s 1111000101 111100
6 5 5 10 6
Format: WRPGPR rt, rs microMIPS

Purpose: Write to GPR in Previous Shadow Set

To move the contents of a current GPR to a GPR in the previous shadow set.

Description: SGPR[SRSCtlpgg, rt] ¢ GPRI[rs]

The contents of the current GPR rs is moved to the shadow GPR register specified by SRSCtlpgg (signifying the pre-

vious shadow set number) and rt (specifying the register number within that set).

Restrictions:

In implementations prior to Release 2 of the Architecture, this instruction resulted in a Reserved Instruction excep-

tion.

Operation:

SGPR [SRSCt1pgg,

Exceptions:

rt]

< GPR|[rs]

Coprocessor Unusable, Reserved Instruction
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WSBH Word Swap Bytes Within Halfwords

31 26 25 21 20 16 15 6 5 0
POOL32A " c WSBH POOL32AXS
000000 s 0111101100 111100
6 5 5 10 6
Format: WwWsSBH rt, rs microMIPS

Purpose: Word Swap Bytes Within Halfwords
To swap the bytes within each halfword of GPR rs and store the value into GPR rt.

Description: GPR[rt] < SwapBytesWithinHalfwords (GPR[rs])

Within each halfword of the lower word of GPR rs the bytes are swapped, the result is sign-extended, and stored in
GPR rt.

Restrictions:

In implementations prior to Release 2 of the architecture, this instruction resulted in a Reserved Instruction exception.
If GPR rs does not contain a sign-extended 32-bit value (bits 63..31 equal), then the result of the operation is
UNPREDICTABLE.

Operation:

if NotWordValue (GPR[rt]) then
UNPREDICTABLE
endif
GPR[rt] ¢« sign extend(GPRI[rsl,; 16 || GPRIrslsy o4 || GPRIrsl,; o || GPR[rsl s )

Exceptions:

Reserved Instruction

Programming Notes:

The WSBH instruction can be used to convert halfword and word data of one endianness to another endianness. The
endianness of a word value can be converted using the following sequence:

1w t0o, 0(al) /* Read word value */
wsbh t0, tO /* Convert endiannes of the halfwords */
rotr to, tOo, 16 /* Swap the halfwords within the words */

Combined with SEH and SRA, two contiguous halfwords can be loaded from memory, have their endianness con-
verted, and be sign-extended into two word values in four instructions. For example:

1w t0o, 0(al) /* Read two contiguous halfwords */

wsbh t0, tO /* Convert endiannes of the halfwords */

seh tl, toO /* tl = lower halfword sign-extended to word */
sra to, to, 16 /* t0 = upper halfword sign-extended to word */

Zero-extended words can be created by changing the SEH and SRA instructions to ANDI and SRL instructions,
respectively.

450 MIPS® Architecture for Programmers Volume 1I-B: microMIPS64™ Instruction Set, Revision 6.05



31 26 25 21 20 16 15 11 10 9
POOL32A o i 0 XOR
000000 s : 1100010000
6 5 5 5 1 10
Format: XOR rd, rs, rt

Purpose: Exclusive OR

To do a bitwise logical Exclusive OR.

Description: GPR[rd] ¢ GPR[rs] XOR GPR[rt]

microMIPS

Combine the contents of GPR rs and GPR rt in a bitwise logical Exclusive OR operation and place the result into

GPR rd.

Restrictions:

None

Operation:

GPR [rd]

Exceptions:

None

< GPR[rs] xor GPR|[rt]
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XORI Exclusive OR Immediate

31 26 25 21 20 16 15 0
XORI32 . .
011100 rt s immediate
6 5 5 16
Format: XORI rt, rs, immediate microMIPS

Purpose: Exclusive OR Immediate

To do a bitwise logical Exclusive OR with a constant.

Description: GPR[rt] ¢ GPR[rs] XOR immediate

Combine the contents of GPR rs and the 16-bit zero-extended immediate in a bitwise logical Exclusive OR operation
and place the result into GPR rt.

Restrictions:

None

Operation:

GPR[rt] €« GPR[rs] xor zero extend(immediate)

Exceptions:

None
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Chapter 11

Opcode Map

This chapter defines the bit-level encoding of all microMIPS64 instructions, using a series of opcode tables. The

basic format of the tables is shown in Figure 11.1. The topmost row contains the high-order opcode bits (in the exam-

ple table shown here, bits 31..29), and the left-most column of the table lists the next most-significant bits of the
opcode field (bits 28..26). Decimal and binary values are shown for both rows and columns.

An instruction’s encoding is the value at the intersection of a row and column. For example, the opcode value for the
instruction EX1 is 33 (decimal) or 011011 (binary). Similarly. the opcode value for EX2 is 64 (decimal), or 110100

(binary).

31

26 25

Figure 11.1 Sample Bit Encoding Table

21 20 16 15 0

1s rt immediate

5 5 16

Binary encoding of
opcode (31..29)

Decimal encoding of

opcode

* opcode (31..29) \

MSB..MSB-2

N

MSB-3..
-MSB-5

0

1 2 3 4 5 6 7 ‘
L4

000

001 010 011 100 101 110 m

000

001

010

011

100

101

110

N o] ) A W N =] O

m

Decimal encoding of

—

Binary encoding of

opcode (28..26)

11.1 Major Opcodes

opcode (28..26)

Table 11.2 defines the major opcode for each instruction. The symbols used in the table are described in Table 11.1.
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454

Every major opcode name starting with “POOL” requires a minor opcode, as defined in Section 11.2 “Minor
Opcodes”. All other major opcodes refer to a particular instruction.

Release 6 introduces additional nomenclature to the opcode tables for Release 6 instructions. For new instructions,
bits 31:26 are generically named POPXY where X is the row number, and Y is the column number. This convention is
extended to sub-opcode tables, except bits 5:0 are generically named SOPXY where X is the row number, and Y is the
column number. This naming convention is applied where a specific encoded value are shared by multiple instruc-
tions.

In the opcode tables, MSB denotes either bit 15 or 31 , depending on instruction size.

Table 11.1 Symbols Used in the Instruction Encoding Tables

Symbol Meaning

* Operation or field codes marked with this symbol are reserved for future use. Executing such an
instruction must cause a Reserved Instruction Exception.

) (Also italic field name.) Operation or field codes marked with this symbol denotes a field class.
The instruction word must be further decoded by examining additional tables that show values
for another instruction field.

B Operation or field codes marked with this symbol represent a valid encoding for a higher-order
MIPS ISA level or a new revision of the Architecture. Executing such an instruction must cause
a Reserved Instruction Exception.

L Operation or field codes marked with this symbol represent instructions which are not legal if the
processor is configured to be backward compatible with MIPS32 processors. If the processor is
executing with 64-bit operations enabled, execution proceeds normally. In other cases, executing
such an instruction must cause a Reserved Instruction Exception (non-coprocessor encodings or
coprocessor instruction encodings for a coprocessor to which access is allowed) or a Coprocessor
Unusable Exception (coprocessor instruction encodings for a coprocessor to which access is not
allowed).

\% Operation or field codes marked with this symbol represent instructions which were only legal if
64-bit operations were enabled on implementations of Release 1 of the Architecture. In Release 2
of the architecture, operation or field codes marked with this symbol represent instructions which
are legal if 64-bit floating point operations are enabled. In other cases, executing such an instruc-
tion must cause a Reserved Instruction Exception (non-coprocessor encodings or coprocessor
instruction encodings for a coprocessor to which access is allowed) or a Coprocessor Unusable
Exception (coprocessor instruction encodings for a coprocessor to which access is not allowed).

A Instructions formerly marked V in some earlier versions of manuals, corrected and marked A in
revision 5.03. Legal on MIPS64r1 but not MIPS32r1; in release 2 and above, legal in both
MIPS64 and MIPS32, in particular even when running in “32-bit FPU Register File mode”,
FR=0, as well as FR=1.

0 Operation or field codes marked with this symbol are available to licensed MIPS partners. To
avoid multiple conflicting instruction definitions, MIPS Technologies will assist the partner in
selecting appropriate encodings if requested by the partner. The partner is not required to consult
with MIPS Technologies when one of these encodings is used. If no instruction is encoded with
this value, executing such an instruction must cause a Reserved Instruction Exception
(SPECIAL2 encodings or coprocessor instruction encodings for a coprocessor to which access is
allowed) or a Coprocessor Unusable Exception (coprocessor instruction encodings for a copro-
cessor to which access is not allowed).
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11.2 Minor Opcodes

Table 11.1 Symbols Used in the Instruction Encoding Tables (Continued)

Symbol Meaning

c Field codes marked with this symbol represent an EJTAG support instruction and implementa-
tion of this encoding is optional for each implementation. If the encoding is not implemented,
executing such an instruction must cause a Reserved Instruction Exception. If the encoding is
implemented, it must match the instruction encoding as shown in the table.

€ Operation or field codes marked with this symbol are reserved for MIPS Application-Specific
Extensions. If the ASE is not implemented, executing such an instruction must cause a Reserved
Instruction Exception.

Table 11.2 microMIPS64 Encoding of Major Opcode Field

Major MSB..MSB-2
0 1 2 3 4 5 6 7
MSB-3..
MSB-5 000 001 010 o011 100 101 110 111
BLEZALC/ | BGTZALC/
BGEZALC/ | BLTZALC
0 | 000 | POOL32A S | POOL32B & | POOL32I5 | POOL32C & | BEQZCMIC |BNEZCMIALC| BGEUC BLTUC
1 | 001 | POOL16AS | POOL16BS | POOL16CS | LWGP16 * * * *
2 | o10 LBU16 LHU16 LWSP16 LW16 SB16 SH16 SWSP16 Swi6
3| 011 | MOVE16 ANDI16 POOL16D & | POOL16ES | BEQZC16 BNEZC16 BC16 LI16
4 | 100 AUI32 ADDIU32 ORI32 XORI32 SLTI32 SLTIU32 ANDI32 DAUI
BOVC/ BGTZC/ BLEZC/
BEQZALC/ BLTZC/ BGEZC/
5 | 101 LBU32 LHU32 POOL32F § BEQC BC BALC BLTC BGEC
6 | 110 SB32 SH32 * PCREL SWC132 SDC132 SD32 L Swa32
BNVC/
BNEZALC/
7| w1 LB32 LH32 DADDIU32 1 BNEC LWC132 LDC132 LD32 L Lw32
Examples:

1. The 32-bit instruction LW32 is assigned to the major opcode LW32 with the encoding “111111”.

2. The 16-bit instruction SUBU16 is assigned to the major opcode POOL16A with the encoding “000001”.

11.2 Minor Opcodes

While major opcodes have a fixed length of 6 bits, minor opcodes are variable in length. The minor opcodes are
defined by opcode tables of one, two, or three dimensions, depending on the size of the opcode. Minor opcodes less
than four bits are represented in a one-dimensional table (see Table 11.16), from four to six bits in a two-dimensional
table (shown in Figure 11.1 and Table 11.10), and from 7 to 10 bits in a three-dimensional table (Table 11.4). In a
three-dimensional table, the two-dimensional table is expanded to include a column on the right side that encodes the
extra bits. In the case of minor opcodes requiring multiple table cells, the instruction name appears in all cells, but the
additional entries have a black background to indicate that this opcode is blocked (see Table 11.4 and the legend
shown in Table 11.3).

Example:

SRL rl, rl, 7 binary opcode fields: 000000 00001 00001 00111 00001 0OOOOO
interpretation: POOL32A rl rl 7 SRL
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hex representation: 0021 3840

All minor opcode fields are right-aligned except those in 16-bit instructions and in 32-bit instructions with a 16-bit
immediate field. These left-aligned fields are defined in a bit-reverse order, which is why, in order to accommodate
the variable length of the field to the right, a given row and column in POOL321 represents bit 20..22 and 23..25
instead of bit 22..20 and 25..23.

If table entries are marked grey, then not all available bits of the instruction have been used for the encoding, leaving
a field of empty bits. The empty bits are shown in the instruction tables in Chapter 5, “microMIPS Instruction Set” on
page 59.

Table 11.3 Legend for Minor Opcode Tables

Symbol

Meaning

OPCODE

Space Utilized by another Opcode

Occupied by Opcode

Table 11.4 POOL32A Encoding of Minor Opcode Field

’W bit 5.3
0 1 2 3 4 5 6 7
bit 2..0 000 001 010 o011 100 101 110 1
bit 9..6

0 | 000 SLL32 * SLLV MUL * * * * 0000 | O
0 | 000 SRL32 * SRLV MUH * * * * 0001 | 1
0 | 000 SRA * SRAV MULU * * * * 0010 | 2
0 | 000 ROTR * ROTRV MUHU * * * * 0011 | 3
0 | 000 * * ADD DIV * * * * 0100 | 4
0 | 000 SELEQZ * ADDU32 MOD * * * * 0101 | 5
0 | 000 SELNEZ * SuB DIVU * * * * 0110 | 6
0 | 000 RDHWR * SUBU32 MODU * * * * 0111 | 7
0 | 000 * * * * * * * * 1000 | 8
0 | 000 * * AND * * * * * 1001 | 9
0 | 000 * * OR32 * * * * * 1010 | a
0 | 000 * * NOR * * * * * 1011 | b
0 | 000 * * XOR32 * * * * * 1100 | ¢
0 | 000 * * SLT * * * * * 1101 | d
0 | 000 * * SLTU * * * * * 1110 | e
0 | 000 * * * * * * * * 1111 | f

| 1 | 001 | SPECIAL26 | SPECIAL2 6 SPECIAL2 6 | SPECIAL26 | SPECIAL26 | SPECIAL26 | SPECIAL26 | SPECIAL2 6

"
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11.2 Minor Opcodes

Table 11.4 POOL32A Encoding of Minor Opcode Field (Continued)

| 2 | 010 | COP2 0 | COP20 | COoP2 0 | COoP2 0 | COoP2 0 | COP2 0 | COP2 0 | COoP2 0 |
| 3 | 011 | uDI 6 | uDI 6 | uDI 6 | uDI 6 | uDI 6 | uDI 6 | | uDI @ |
| 4 | 100 | * | INS | * | | * | EXT | |POOL32Axf6|
[sfowm] o | ¢ [ & | | = [ e ] | = ]
‘ 6 ‘ 110 | € | e POOL32P
‘ 7 ‘ 111 | BREAK32 | LSA | * | ALIGN ‘ £ | * | | SIGRIE ‘
Not Shown
SLL 10, 10, 10 = NOP
SLL 10, 10, 1 = SSNOP
SLL r0, 10, 3 = EHB
SLL, 10, 10, 5 = PAUSE
Table 11.5 POOL32P Encoding of Minor Extension Field
Extension bit 11..9
bit 8..6 0 1 2 3 4 5 6 7
000 001 010 o11 100 101 110 11
O OOO * * * * * * * *
1 001 * * * * * * * *
2 010 * * * * * * * *
4 loo * * * * * * * *
5 101 * * * * * * * *
6 110 * * * * * * * *
71 111 " : " " - " " -

Table 11.6 POOL32Axf Encoding of Minor Opcode Extension Field

Extension bit 11..9
bit 8..6 0 1 2 3 4 5 6 7
000 001 010 011 100 101 110 111
| 0 | 000 | TEQ | TGE | TGEU * | TLT TLTU TNE * |
‘ 1 ‘ 001 | € ‘ € ‘ * € ‘ € € * € ‘
‘ 2 ‘ 010 | € ‘ € ‘ € € ‘ € € IS S ‘
| 3 | 011 | MFCO | MTCO | * * MFCO MTCO
bit15..12
4 | 100 £ £ * * * BITSWAP * JALRC 0000
4 | 100 g € * * * * * JALRC.HB | 0001
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Table 11.6 POOL32Axf Encoding of Minor Opcode Extension Field (Continued)

4 | 100 € * * * * SEB * * 0010 | 2
4 | 100 € * * * * SEH * * 0011 | 3
4 | 100 € * * * * CcLo MFC2 * 0100 | 4
4 | 100 € * * * * cLz MTC2 * 0101 | 5
4 | 100 € * * * * * DMFC2 * 0110 | 6
4 | 100 € € * * * WSBH DMTC2 * o111 | 7
4 | 100 * * * * * MFHC2 * 1000 | 8
4 | 100 € € * * * * MTHC2 * 1001 | 9
4 | 100 * * * * * * * 1010 | a
4 | 100 € € * * * * * * 1011 | b
4 | 100 * * * * * * CFC2 * 1100 | ¢
4 | 100 € 3 * * * * cTC2 * 1101 | d
4 | 100 * * * * * * * * 110 | e
4 | 100 € * * * * * * * ni | f

bit15..12
5 | 101 * TLBP € * * * * * 0000 |0
5 | 101 * TLBR € * * * * * 0001 |1
5 | 101 * TLBWI € * * * * * 0010 | 2
5 | 101 * TLBWR € * * * * * 0011 | 3
5| 101 * * * DI * * * * 0100 | 4
5 | 101 * * * El * * * * 0101 |5
5 | 101 * * * * * SYNC * * 0110 | 6
5 | 101 * * * * * * * * om1 |7
5 | 101 * * * * * SYSCALL * * 1000 | 8
5 | 101 * WAIT * * * * * * 1001 | 9
5 | 101 * * * * * * * * 1010 | a
5 | 101 * * * * * * * * 1011 | b
5 | 101 * * * * * * * * 1100 | ¢
5 | 101 * € * * * SDBBP * * 1101 | d
5| 101 | RDPGPR DERET * * * * * * 110 | e
5| 101 | WRPGPR ERET * * * * * * m | f
‘ 6 ‘ 110 | € 3 * * € * * *
‘ 7 ‘ 111 | € € € * * * * .
Not Shown: JR = JALR r0
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Table 11.7 POOL32F Encoding of Minor Opcode Field

11.2 Minor Opcodes

Minor bit 5..3
0 1 2 3 4 5 6 7
bit 2. 0 000 001 010 011 100 101 110 m
bit 8..6
0 | 000 * * * € RINT.fmt * ADD.fmt | SELEQZ.fmt | 000 | O
0 | 000 * * * € CLASS.fmt * SUB.fmt | SELNEZfmt | 001 | 1
0 | 000 * * * € * * MUL.fmt SEL.fmt 010 | 2
0 | 000 * * * € * * DIV.fmt * 011 | 3
0 | 000 * * * * * ADD.fmt 100 | 4
0 | 000 * * * * * SUB.fmt 101 |5
0 | 000 | CVTPSSV * * * * * MUL.fmt MADDF.fmt | 110 | 6
0 | 000 * * * * * * DIV.fmt MSUBFfmt | 111 | 7
1 Ool * * * * * * * *
[ 2] oor | | | | | | |
2 010 * * * * * * * *
[2 ][] | | | | | |
| 3 | 011 | MIN.fmt | MAX.fmt * | * * | MAXA fmt | * |POOL32Fxf5|
[efwo] - [ - N R
| 5 | 101 | COMP.cond.S | * CMP.cond.D | * * | * | * | * |
6 110 * * * * * * * *
[6 ] uo] | | | | | |
7 110 * * * * * * * *
[ 7 [ uo] | | | | | |
Table 11.8 POOL32Fxf Encoding of Minor Opcode Extension Field
Extension bit10..8
0 1 2 3 4 5 6 7
bit 7..6 000 001 010 011 100 101 110 11
bit
13.11
0| oo * CVT.LfmtV | RSQRT.fmt A | FLOOR.L.fmt V * * * € 000 | O
0| 00 * CVT.W.fmt SQRT.fmt | FLOOR.W.fmt * * * € 001 |1
0| oo CFC1 * RECIPfmtA | CEIL.L.fmtV * * * * 010 | 2
0| oo cTC1 * * CEIL.W.fmt * * * * 011 | 3
0| oo MFC1 * * TRUNC.LfmtV |  DMFC1 * * 100 | 4
0| oo MTC1 * * TRUNC.W.fmt DMTC1 * * * 101 |5
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Table 11.8 POOL32Fxf Encoding of Minor Opcode Extension Field (Continued)

0 00 MFHC1 V * * ROUND.L.fmt V * * * 110 | 6

0 00 MTHC1 V * * ROUND.W.fmt * * * * 111 7
bit
12.11

1 01 MOV.fmt * * ABS.fmt * * * € 00 0

1 01 * * * NEG.fmt * * * * 01

1 01 * * * CVT.D.fmt * * * € 10 2

1 01 * * * CVT.S.fmt * * * * 1 3

2fef - - - [ - 1 - [ - [ = [ - |

Jlwef - - r - {r - 1 - [ - [ - [ - |

Table 11.9 POOL32B Encoding of Minor Opcode Field

’W bit 15

0 1
bit 14.12 0 1
0 000 LwWC2 SWC2
1 001 LWP SWP
2 010 LDC2 L SDC2 L
3| o € €
4 100 LDP L SDP L
5 101 LWM32 SWM32
6 110 CACHE *
7 111 LDM L SDM L

Table 11.10 POOL32C Encoding of Minor Opcode Field

’Tar bit 15
bit 14..12 0 1
0 | ooo * *
1 | oo1 * *
2 010 PREF ST-EVA 6
3 | ou LL sc
4 | 100 * *
5 101 LLDP SCDP
6 110 LD-EVA & LWU
7 111 LLD SCD
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11.2 Minor Opcodes

Table 11.11 LD-EVA Encoding of Minor Opcode Field

bit 11..9

0 | 000 LBUE
1 | 001 LHUE
2 | 010 LLWPE
3 | o1 *

4 | 100 LBE
5 | 101 LHE
6 | 110 LLE
7 111 LWE

Table 11.12 ST-EVA Encoding of Minor Opcode Field

bit 11..9

0 [ 000 SCWPE
1 | oo1 *

2 | 010 PREFE

3 | 011 CACHEE
4 | 100 SBE

5 | 101 SHE

6 | 110 SCE

7 | 111 SWE

Table 11.13 POOL32I Encoding of Minor Opcode Field

Minor bit 22..21
0 1 2 3
bit 25..23 00 01 10 11
| 0 | 000 | BNZ.df | BNZ.df | BNZ.df | BNZ.df |
| 1 | 001 | BZ.df | BZ.df | BZ.df | BZ.df |

|2 | 01o| BC1EQZ | BCINEZC | BC2EQZC | BC2NEZC |
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Table 11.13 POOL32I Encoding of Minor Opcode Field

‘ 3 ‘ o011 ‘ SYNCI ‘ * ‘ € | € ‘
| 4 | 100 | DATI* | DAHI* | BNZ.V | BZ.V |
[sja| -~ [ -~ 1 = [ = |
lefuo] - [ - | ¢ | & |
bit16
7] m * * * * 0
7| m g € € € 1

Minor bit 5..3

0 1 2 3 4 5 6 7
bit 2..0 000 001 010 o011 100 101 110 111

bit 8..6

o | ooo DSLL DSLL32 DSLLV DMUL * * * * * 000 | 0
0 | ooo DSRL DSRL32 DSRLV DMUH * * * * * 001 |1
0 | ooo DSRA DSRA32 DSRAV DMULU * * * * * 010 | 2
0 | ooo DROTR DROTR32 DROTRV DMUHU * * * * * o11 |3
0 | ooo DLSA * * DADD * DDIV * * * * * 100 | 4
0 | ooo * * DADDU * DMOD * * * * * 101 | 5
o | ooo * * DSUB DDIVU * * * * * 110 | 6
0 | ooo * * DSUBU DMODU * * * * * 1 |7
o] & [ o | <« [ ¢ | ¢ | & | + | =+ |
o] ¢ [ o | s | o | ¢ | < | & | o |
flwl [ = [ =+ [ & [+ [ = [ + [ +]
| 4 | 100 | DINSM | DINS | DEXTU | DALIGN | DEXTM | DEXT | DINSU |POOL32$xf8|
flml = [ = [ = [ & [ & [ = [ + [ ¢
e~ 1 -~ [ -~ [ - [~ [~ [ * [ "]

Jwf - - 7 - - [ - [ - [ = [ - |
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Table 11.15 POOL32Sxf Encoding of Minor Opcode Extension Field

11.2 Minor Opcodes

Extension bit 11..9
bit 8..6 0 1 2 3 4 5 6 7
000 001 010 011 100 101 110 11
lofoof - [ - [ - -] N |
‘ 1 ‘ 001 | * ‘ € ‘ € € ‘ € € ‘ € € ‘
‘ 2 ‘ 010 | g ‘ g | g € | £ € | € g ‘
| 3 | 011 | DMFCO | DMTCO | * * DMFCO DMTCO * * |
bit15..12
4 | 100 & g * * * DBITSWAP * * * 0000 | 0
4 | 100 g € * * * * * * 0001 | 1
4 | 100 & € * * * * * * 0010 | 2
4 | 100 * * * * * * * * 0011 | 3
4 | 100 € * * * * DCLO * * 0100 | 4
4 | 100 € € £ * * DCLZ * * 0101 | 5
4 | 100 € € € * * * * 0110 | 6
4 | 100 € € * * * DSBH * ot |7
4 | 100 * * * * * * * * 1000 | 8
4 | 100 & g * * * * * * 1001 | 9
4 | 100 * * * * * * * * 1010 | a
4 | 100 g € * * * * * * 1011 | b
4 | 100 * * * * * * * * 1100 | c
4 | 100 € € * * * * * * 1101 | d
4 | 100 * * * * * * * * 1110 | e
4 | 100 & * * * * DSHD * * m | f
| 5 | 101 | * | * | * * | * * | * * |
[ofmo] = [ = [ - [ 1 |
jm] = [ = | e | - - |- ]
Table 11.16 POOL16A Encoding of Minor Opcode Field
bit 0
0| ADDU16
1| susuie
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Table 11.17 POOL16B Encoding of Minor Opcode Field

bit 0

0

SLL16

SRL16

Table 11.18 POOL16C Encoding of Minor Opcode Field

| Minor | bit6.4
0 1 2 3 4 5 6 7
bit9..7 000 001 010 011 100 101 110 111
B
[ oo [
2o | _m
(5 [ou [ o
[4 ] 00 ] wmover _ MOVEP | MOVEP [ MOVEP _ MOVEP | MOVEP |
[5]201] mover | wmover | MOVEP [ MOVEP | MOVEP | MOVEP [ MOVEP [ MOVEP |
|6 | 110| MOVEP _ MOVEP | MOVEP | MOVEP | MOVEP | MOVEP | MOVEP |
MOVEP MOVEP

|7|111|

MOVEP | MOVEP | MOVEP |

MOVEP | MOVEP | MOVEP

For Release 6:

e NOTI16, AND16, XOR16, OR16, LWM16, SWM16, and BREAK 16, and SDBBP16 instructions have been
repositioned in POOL16C and are not shown in the above table.

*  JRADDIUSP has been converted to JRCADDIUSP and repositioned in POOL16C.

*  MOVEP has moved from POOL16F to POOL16C.

Table 11.19 POOL16D Encoding of Minor Opcode Field

Minor

bit 0

0 ADDIUS5
1 ADDIUSP
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Table 11.20 POOL16E Encoding of Minor Opcode Field

bit 0

0 ADDIUR2
1 | ADDIUR1SP

Table 11.21 PCREL Encoding of Minor Opcode Field

w bit 20..18
bit 17..16 0 1 2 3 4 5 6 7
000 001 010 011 100 101 110 111
0 00 ADDIUPC ADDIUPC LWPC LWPC LWUPC LWUPC LDPC *
1 01 ADDIUPC ADDIUPC LWPC LWPC LWUPC LWUPC LDPC *
2 10 ADDIUPC ADDIUPC LWPC LWPC LWUPC LWUPC LDPC AUIPC
3 11 ADDIUPC ADDIUPC LWPC LWPC LWUPC LWUPC LDPC ALUIPC

11.3 Floating Point Unit Instruction Format Encodings

Instruction format encodings for the floating point unit are presented in this section.
If the instruction allows Single, Double and Pair-Single formats, the following encoding is used:

Table 11.22 Floating Point Unit Format Encodings - S, D, PS

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
0 0 S Single 32 Floating
Point
1 1 D Double 64 Floating
Point
2 2 PS Paired Sin- 2x32 Floating
gle Point
3 3 Reserved for future use by the architecture.

If the instruction only allows Single and Double formats, the following encoding is used:

Table 11.23 Floating Point Unit Format Encodings - S, D 1-bit

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
0 0 S Single 32 Floating
Point
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Table 11.23 Floating Point Unit Format Encodings - S, D 1-bit

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
1 1 D Double 64 Floating
Point

Table 11.24 Floating Point Unit Instruction Format Encodings - S, D 2-bits

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
0 0 S Single 32 Floating
Point
1 1 D Double 64 Floating
Point
2,3 2,3 Reserved for future use by the architecture.

If the instruction allows Single, Word and Long formats, the following encoding is used:

Table 11.25 Floating Point Unit Format Encodings - S, W, L

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
0 0 S Single 32 Floating
Point
1 1 w Word 32 Integer
2 2 L Long 64 Integer
3 3 Reserved for future use by the architecture.

If the instruction allows Double, Word and Long formats, the following encoding is used:

Table 11.26 Floating Point Unit Format Encodings -D, W, L

fmt field
Decimal Hex Mnemonic Name Bit Width Data Type
0 0 D Double 64 Floating
Point
1 1 w Word 32 Integer
2 2 L Long 64 Integer
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11.3 Floating Point Unit Instruction Format Encodings

Table 11.26 Floating Point Unit Format Encodings -D, W, L

fmt field

Decimal

Hex

Mnemonic

Name

Bit Width

Data Type

3

3

Reserved for future use by the architecture.
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Chapter 12

Compatibility

This chapter covers various aspects of compatibility. microMIPS64 is the preferred replacement for the existing
MIPS16e ASE and uses the same mode-switch mechanism. Although microMIPS includes almost all MIPS64
instructions and therefore does not require the original MIPS64 encodings, initially it will be implemented together
with MIPS64-encoded instruction execution.

12.1 Assembly-Level Compatibility

microMIPS64 includes a re-encoding of the MIPS64 instructions, including all ASEs and UDI space. Therefore,
microMIPS provides assembly-level compatibility. Only the following cases cause some side effects:

Re-encoded MIPS64 instructions with reduced operand fields
There are 3 classes of reduced fields:

1. Reserved or unsupported bits and encodings. This category is not a problem because utilizing a reserved or
unsupported field causes an exception, no operation, or undefined behavior, and often these cannot be
accessed by the compiler anyway. An example of this category is the ‘fmt’ field.

2. Bitfields and ranges which are defined but typically never used. This category is usually not a problem. The
assembler generates an error message if a constant is outside of the re-defined range.

3. Bit fields which are used but were reduced in order to utilize the new opcode map most efficiently. The han-
dling of these cases is similar to category 2 above—compilers do not generate such scenarios, and assem-
blers generate error messages. In the latter case, the programmer has to either fix the code or switch to the
MIPS64 encoding.

Re-encoded Branch and Jump instructions

Branch instructions support 16-bit aligned branch target addresses, providing full flexibility for microMIPS.
Because the offset field size of the 32-bit encoded branch instructions is the same as the MIPS64-encoded
instructions, and because all branch target addresses of the MIPS64 encoding are 32-bit aligned, the branch range
in microMIPS is smaller. This is partially compensated by the smaller code size of microMIPS.

Jump instructions also support 16-bit aligned target addresses. This reduces the addressable target region for J,
JAL to 128 MB instead of 256 MB. For these instructions, the effective target address is in the ‘current’ 128 MB-
aligned region. For larger ranges, the jump register instructions (JR, JRC, and JRADDIUSP) can be used.

MIPS64 assembly instructions manually encoded using the WORD directive
Manual encoding of MIPS64 assembly instructions can be used in assembly code as well as assembly macros in

C functions. To differentiate between microMIPS-encoded instructions and other encoded instructions or data,
the following compiler directives have been introduced:
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.set micromips ; ilnstruction stream is microMIPS

.set nomicromips ; instruction stream is MIPS64

.insn ; If in microMIPS instruction stream mode, the location associated
; with the previous label is aligned to 16-bit bits instead of
; 32-bits

; If in microMIPS instruction stream mode and if the previous
; label is loaded to a register as the target of a jump or branch,
; the ISAMode bit is set within the branch/jump register value.

The programmer must use these directives to encode instructions in microMIPS.

For example, to manually encode a microMIPS NOP:
.set micromips

labell:

.insn

.word 0 ; labell location - represents microMIPS NOP32 instruction
label2:

.insn

.half 0x0c00 ; label2 location - represents microMIPS NOP1lé instruction
label3:

.half 0x0c00 ; label3 location - represents data value of 3072 (decimal)
To manually encode a MIPS64 NOP:
.set nomicromips

.word O ; represents MIPS64 NOP instruction

For MIPS64 instruction stream mode, the “.insn” directive has no effect.

Branch likely instructions

microMIPS does not support branch likely instructions in hardware. Assembly-level compatibility is maintained
because assemblers replace branch likely instructions either by an instruction sequence or by a regular branch
instruction, and they perform some instruction reordering if reordering is possible.

12.2 ABI Compatibility

470

microMIPS is compatible with the existing ABIs 032, n32, and n64 calling conventions. However, a few new reloca-
tion types need to be added to these ABIs for microMIPS support, as some of the additional offset field sizes required
for microMIPS become visible to the linker. For example, the offset fields of J and SW using GP are visible to the
linker, while B and SWSP are hidden within the object files.

Functions remain 32-bit aligned as in the MIPS64 encoding as well as MIPS16e. This guarantees that static and
dynamic linking processes can link microMIPS object files with MIPS64 object files.
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12.3 Branch and Jump Offsets

Programs can be composed of both microMIPS and MIPS64 modules, using either the JALX instructions (and/or JR
instructions with setting the ISAMode bit appropriately) to switch instruction set modes when calling routines com-
piled in an ISA different from that of the caller routine.

microMIPS provides flexibility for potential future ABIs.
12.3 Branch and Jump Offsets

microMIPS branch targets are half-word (16-bit) aligned to match half-word sized instructions. Please refer to
Section 2.5, "Branch and Jump Offsets."

12.4 Relocation Types

Compiler and linker toolchains need to be modified with new relocation types to support microMIPS. Reasons for
these new relocation types include:

1. The placement of instruction halfwords is determined by memory endianness. MIPS64 instructions are always of
word size, so there were no halfword placement issues.

2. microMIPS has 7-bit, 10-bit and 16-bit PC-relative offsets.

3. Branch and Jump offset fields are left-shifted by 1 bit (instead of 2 bits in MIPS64) to create effective target
addresses.

4. Some code-size optimizations can only be done at link time instead of compile time. Some new relocation types
are used solely within the linker to keep track of address and data information.

12.5 Boot-up Code shared between microMIPS64 and MIPS64

In some systems, it would be advantageous to place both microMIPS64 and MIPS64 executables in the same boot
memory. In that way, a single system could be used for either instruction set.

To enable this, a binary code sequence is required that can be run in either instruction set and change code paths
depending on the instruction set that is being used.

The following binary sequence achieves this goal:

0x1000wxyz // where w,x,y,z represent hexadecimal digits
0x00000000

For the MIPS64 instruction set, this binary sequence is interpreted as:

BEQ $0, $0, wxyz // branch to location of more MIPS64 instructions
NOP

For the microMIPS instruction set, this binary sequence is interpreted as:

ADDI32 $0, $0, wxyz // do nothing
NOP // fall through to more microMIPS instructions

MIPS® Architecture for Programmers Volume 1I-B: microMIPS64™ Instruction Set, Revision 6.05 471



Compatibility

12.6 Coprocessor Unusable Behavior

When a coprocessor instruction is executed when the associated coprocessor has not been implemented, it is allowed

for the RI exception to be signalled instead of the Coprocessor Unusable exception. Please refer to Section 2.6,
"Coprocessor Unusable Behavior."

12.7 Other Issues Affecting Software and Compatibility

microMIPS instructions can cross cache lines and page boundaries. Hardware must handle these cases so that soft-

ware need not avoid them. Since MIPS64 requires instructions to be 32-bit aligned, there is no forward compatibility
issue when transitioning to microMIPS.
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Appendix C

References

This appendix lists other publications available from MIPS, some of which are referenced elsewhere

in this document. They may be included in the SMIPS HOME/S$SMIPS_ CORE/doc area of a typical soft or
hard core release, or in some cases may be available on the MIPS web site, http://www.mips.com.

*  MIPS® Architecture For Programmers, Volume I: Introduction to the MIPS64® Architecture

*  MIPS® Architecture For Programmers, Volume II: The MIPS64® Instruction Set

*  MIPS® Architecture For Programmers, Volume III: The MIPS64® and microMIPS64™ Privileged Resource
Architecture
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Appendix D

Revision History

Revision Date Description

1.08 November 25, 2009 Clean-up for external release.

1.09 January 7, 2010 Added shared boot-up code sequence in Compatibility Chapter.

3.00 March 25, 2010 Changed document revision numbering to match other Release 3 documents.
Hopefully this will be less confusing.
Moved MIPS32/64 version of JALX to Volume II-A.

3.01 October 30, 2010 User mode instructions not allowed to product UNDEFINED results.
Updated copyright page.
Removed Margin Note - “Preliminary - Subject to Change” in some chap-
ters.

3.02 December 6, 2010 POOL32Sxf binary encoding was incorrect for individual instruction
description pages.

3.03 December 10, 2010 microMIPS AFP versions security reclassification.

3.04 March 21, 2011 RSQRT/RECIP does not need 64-bit FPU.
MADD fmt/NMADD fmt/MSUB fmt/NMSUB fmt psuedo-code was incor-
rect for PS format check.

3.05 April 4, 2011 The text description was incorrect for the offset sizes for these instructions -
CACHE, LDC2, LL, LWC2, LWL, LWR, PREF, SDC2, SWL, SWR.
CACHE & WAIT instruction descriptions were using the wrong instruction
bit numbers.
LWU was incorrectly included int the microMIPS32 version.

3.06 October 17, 2012 CVT.D.fmt and CVT.S fmt were in wrong positions within Table
POOL32Fxf.

3.07 October 26, 2012 Fix Figure 6.1 - columns & rows were transposed from the real tables.

5.00 December 14,2012 Some of the microMIPS instructions were not listed in alphabetical order.
Fixed. No content change.
RS changes: DSP and MT ASEs -> Modules
NMADD.fmt, NMSUB.fmt - for IEEE2008 negate portion is arithmetic.

5.01 December 16, 2012 No technical context change:
Update cover with microMIPS logo
Update copyright text.
Update pdf filname.

5.03 August 21, 2012 Resolved inconsistencies with regards to the availability of instructions in

MIPS32r2: MADD fmt family (MADD.S, MADD.D, NMADD.S,
NMADD.D, MSUB.S, MSUB.D, NMSUB,S, NMSUB.D), RECIP fmt fam-
ily (RECIP.S, RECIP.D, RSQRT.S, RSQRT.D), and indexed FP loads and
stores (LWXC1, LDXC1, SWXC1, SDXC1). These instructions are required
to be available in all FPUs. .
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Revision

Date

Description

5.04

January 15, 2014

LLSC Related Changes

* Added ERETNC. New.

* Modified SC handling: refined, added, and elaborated cases where SC can
fail or was UNPREDICTABLE.

XPA Related Changes

¢ Added MTHCO, MFHCO to access extensions. All new.

* Modified MTCO for MIPS32 to zero out the extended bits which are write-
able. This is to support compatibility of XPA hardware with non XPA soft-
ware. In pseudo-code, added registers that are impacted.

* MTHCO0 and MFHCO - Added RI conditions.

6.0

February 27, 2015

* Release 6 compatible microMIPS. See Section 2.7, "Release 6 of the MIPS
Architecture," for instructions that have been added, removed, and recoded.

6.01

June 9, 2015

* Removed the Release 6 NAL instruction; it is not required in microMIPS.

* Removed the “Jump and Link Restartability” paragraph from JAL-type
instructions; it is not applicable for compact jumps.

+ Fixed text in jump instructions related to the behavior of ISAMode switch-
ing, or lack thereof, in microMIPS.

» Removed delay-slot references; all branches/jumps are compact.

* Removed references to JALX.

* Removed LWXS (bug).

* MOVEP: in encoding, changed bit 2 to 1 (bug).

+ All PC-related instructions: qualify PC with 0x3. Always word aligned.
microMIPS only (ADDIUPC, LWPC, AUIPC, ALUIPC).

+ Release 6 BC: shift-corrected to 1 bit. microMIPS only.

* JALRC, JALRC.HB: replace Configl.CA with Config3.ISA (bug).

* Added Release 5 TLBINV/TLBINVF (incorrectly excluded from book).

* Added Release 6 DVP/EVP instructions.

* Added new Release 6 LLX/SCX family instructions.

* General opcode map cleanup for consistency with Release 6.

» CACHE, PREF, LL, SC, LLD, SCD, LLX, SCX, LLDX, AND SCDX off-
sets changed to 9 bits.

« LWC2, SWC2, LDC2, AND SDC?2 offsets changed to 11-bits for consis-
tency with MIPS Release 6.

Specific opcode map changes:

* Moved BGTZC/BLTZC/BLTC to (5,6) location

* Moved BLEZC/BGEZC/BGEC to (5,7) location to free up 16-bit instruction
rows for 16-bit instructions (only)

* Moved BEQZC/JIC to (0,4) location.

* Moved BNEZC/JIALC to (0,5) location bit for differentiating EQ vs NE
type made consistent with other branches of this type.

6.02

476

July 13,2015

* Added SIGRIE instruction.

* Added Config5.SBRI dependence to SDBBP16 as in SDBBP(32).

* Corrected mistake in 6.01. AUIPC PC should not be qualified with 0x3.

* Added misaligned 1d/st support. 1d/st that must be aligned are indicated as
such.

* Added RDHWR with sel field - read all.
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6.03 November 13, 2015 microMIPS32 and microMIPS64:

» J/JAL now indicated as deprecated (but not removed).

* DVP: added text indicating that a disabled VP will not be re-enabled for exe-
cution on deferred exception.

* CACHE/CACHEE: Undefined operations are really NOP.

* CMP.condn fmt: removed fmt related text in description section. .S/.D
explicitly encoded.

+ Fixed minor textual typos in MAXA/MINA.fmt functions.

* DERET: restriction — if executed out of debug mode, then RI, not UNDE-
FINED.

+ TLBWR: Updated reference to Random. No longer supported in Release 6.

* PCREL instructions: added PCREL minor opcode table, fixed conditional
text bugs in register reference.

* BGTZ/BLTZ/BLTC major opcodes fixed.

» JALRCI16: in operation section, PC+2 assigned to GPR[31], not PC+4.

» LWI16: offset is an unsigned value. Legacy bug.

* BC16: In operation section change PC<-PC+target offset to
PC+2-+target offset.

* Fixed minor encoding of MUH.

* Fixed typo ROUND/TRUNC/FLOOR/CEIL.W fmt. Range value should be

2811 not 2831,
microMIPS64 only:
* DMFC0/DMTCO: now indicates what happens with 32-bit COPO registers.

6.04 June 6, 2016 microMIPS32 and microMIPS64:

* RDHWR: Changed Double-Width LLX/SCX to Paired LL/SC.

e DMTC2: Changed CPR[2, rd, sel] toCP2CPR [Impl].

« WAIT: Fixed ahit range typo.

* LSA: Removed the word optional; the scaling shift on rsis not optional.

e SYSCALL, TEQ, TGE, and TGEU: If COPOQ BadlInstr isimplemented, the
code field may be obtained from BadInstr.

* JALRC, JALRC.HB, JALC, and JIC: Added parentheses to condition for
PC « temp inthe Operation pseudocode.

microMIPS32:

* Removed the LLX, LLXE, SCX, and SCXE instructions.

¢ Added the LLWP, LLWPE, SCWP, and SCWP instructions.

microMIPS64:

¢ Removed the LLDX and SCDX instructions.

e Added the LLDP, LLWP, LLWPE, SCDP, SCWP, and SCWPE instructions.
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Revision

6.05

Date Description

December 15,2016 microMIPS32 and microMIPS64:

* Added CRC32B, CRC32H, CRC32W, CRC32CB, CRC32CH, CRC32CW.

* DVP/EVPingtructionsincorrectly used ‘rs'. Changed to use ‘rt.

* Added GINVI, and GINVT instructions.

* SC, SCE, SCWP, SCWPE: Updated description for uncached handling.

e MTHCO: updated description, fixed typo. ‘COP2’ changed to ‘COPQ'.

* MTCO: changed Config5yyH to new ConfigSypa-

» DERET: updated pseudocode to describe what happens if Debugp),=0.

 TLT, TLTU, TNE: Mention that contents of the code field can be retrieved
from COPO Badlnstr if present.

« Added ArchitectureRevision(), |sCoprocessorRegisterlmplemented(), and
| sCoprocessorRegisterExtended() pseudocode descriptions (ARM only, not
AFP)

microMIPS64:

¢ Added CRC32D, CRC32CD.

* SCD, SCDP: Updated description for uncached handling.

« LLDP: Fixed typos. Swapped rd and rt in the GPR references and descrip-
tion; in the pseudocode, doubled the bit range in both cases where GPR is
loaded. (typos).

* SCWP, SCWPE: fixed typo due to conditional text.
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